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that of a ‘construction’, such as

(3) The trolley squealed around the corner.
Meaning: ‘The trolley went around the corner squealing.’

(4) The more I drink the drunker I get.
(5) Easy come, easy go.
(6) Come Monday morning, you’re not going to be laughing so much.

These cases, and there are many, are characterized by the fact that in one way or another,
their interpretation is not determined by a simple function that combines the meanings of
their parts according to their syntactic structure (‘Fregean compositionality – see
Culicover and Jackendoff 2006). Each is idiosyncratic in some way. A native speaker
knows not only how to create instances of each construction, but also which lexical items
are appropriate and which are not. To the extent that a construction does not range over
all of the lexical items in a category such as V or N, it appears that we have an instance of
semi-productivity, and in the limit, idiomaticity.

Semi-productivity is of course the norm in derivational morphology. Not all roots
combine with all derivational morphemes, and the results of morphological derivation are
not in general semantically transparent. The facts of syntactic semi-productivity suggest
that the same may be true of syntax, to some extent. One might in fact argue that semi-
productivity is the norm, and that even the apparent fully productive rules are simply the
union of overlapping sets of semi-productive correspondences (see Bybee 2006; Bybee
and Eddington 2006; Tomasello 2003).

On the one hand, it is difficult to see how one would argue on empirical grounds
that there is any difference between a ‘rule’ in the classical sense of (1), and a
construction with 100% coverage over a lexical category. On the other hand, consider the
rule in (1). A group of semi-productive correspondences that do not fall under this
general description would seem to be less natural than a cluster of correspondences that
do. In other words, we expect all semi-productive VP constructions in English to be verb-
initial, to have the NP immediately after the V, and to have PPs etc. following that. It
would be surprising to find a set of VP constructions in English such that each of the
following ordering descriptions held for a different subset of the Vs, e.g.,.

(7) V1 NP PP PP V2 NP V3 PP NP
NP V4 PP PP NP V5 NP PP V6

It is reasonable to take the position that statements such as (1) are correct
generalizations about the language. On this view, it is costly, in the sense of markedness,
for individual constructions to deviate from the general pattern. Precisely how to
characterize this cost remains an open question. But if the basic observation is correct,
positing the existence of such rules as part of a native speaker’s knowledge of the
language must play a central role in explaining why the language has the form that it
does.

The particular rule that we will be concerned with in this paper is a sub-case of
(8).
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and so on.
On the view that we argue for here, these specialized rules are arrived at in the

course of language acquisition as a consequence on the basis of specific linguistic
experience, as outlined in Culicover and Nowak 2003 and Tomasello 2003. The primary
linguistic experience consists of individual exemplars, each of which is recorded by the
learner. The weights of exemplars, and the weights of their common properties, are
adjusted as warranted by further experience. At the point at which the space of exemplars
involving a particular lexical item or category is sufficiently densely populated, the
learner formulates a generalization (that is, a construction) that covers prior experience
but may go beyond it with respect to potential exemplars.

Crucially, the process of generalization does not lose the frequency information.
But it does introduce possibilities that do not exist in the learner’s experience. We would
expect to find that while a learner’s behavior shows that it has generalized beyond
experience, this behavior reflects the frequency of individual exemplars (as collocations)
and groups of exemplars (as constructions).

A critical question that arises from this perspective is what determines the
direction and degree of generalization. To the extent that the lexicon is organized on the
basis of semantic similarity, it should be reflected in the frequency of the exemplars that
occur in the learner’s experience. For example, given that crazy and nuts are close in
meaning, we would expect, other things being equal, that both would appear with the
same CoS verbs, as in go crazy and go nuts. The occurrence of such related exemplars
will follow from any architecture in which semantic similarity leads to generalization of
constructions over semantic classes. We would expect that when all of the APs that
combine with a particular VCoS in a learner’s experience have some semantic property,
there will be generalization to the class of all APs that have this property. So when a new
adjective is introduced into the language that means ‘crazy’, we would expect
generalization to this adjective as well, as in go postal.2 This type of generalization is
‘smooth’, to the extent that it covers the entire semantic category.

The crucial case is one in which the APs that appear with a particular VCoS do not
share a particular property. In this case the experience of the learner is ‘uneven’, in the
sense that there may be subgroups of APs that cluster around a particular property, but
not all do. The more diverse the semantic properties of the APs that occur with a given
verb are, the more inclusive the generalization will be. But a more inclusive
generalization does not rule out the existence of coherent clusters.

We argue on the basis of the corpus data that this picture is the correct one for the
change of state verbs in English. Some of the CoS verbs impose particular semantic
constraints on their complements, so the APs that combine with them express predicates
of certain restricted classes. Other CoS verbs are more permissive, and in these cases, the
range of possible AP complements is effectively unrestricted. There is clearly clustering
based on semantic similarity, but there are also unique and unpredictable cases.

2 We discuss the data regarding such cases in §5.
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If these judgments are on the right track, they suggest a number of important
things about CoS verbs. First of all, it is not surprising that a given adjective may appear
with two (or more) such verbs. If an object has a certain property P and then acquires P',
it necessarily becomes P'. So we find in these examples that the predicates that appear
with get also appear with become. It is reasonable to hypothesize that this relationship
will hold for any adjective that can appear with get. At the same time, if an adjective can
appear with become, that does not mean that it will be able to appear with get, since it is
possible to acquire a property P without previously having a related property.

Second of all, whether or not an object may or must have a related property prior
to acquiring property P is not a matter of language, per se, but has to do with how we
interpret states of affairs and properties in the world. In the case of the comparative, of
course, there are no options available for us to interpret things. But in other cases it
should be possible to coerce something that we do not conceive of in this way as having a
prior property, by using the get construction. So, while the sentences in (17b) do not
sound very natural, we might be able to say the following under certain circumstances.

(19) That the theory wouldn’t work got painfully obvious.

We can imagine this sentence from the perspective of the scientist for whom the
proposition that the theory would work was previous paramount in her mind, and then it
gradually dawned on her through a series of unsuccessful experiments that the theory
would not work.

The comparative, though, presupposes that the object or proposition in question is
already somewhere on the scale; thus it can move to another position on the scale. Thus,
while there are no instances of get right-wing in our data, examples such as the following
can readily be found on the Web.

(20) Funny how you get more right-wing as you get older.

Granting that this is the right way to look at things, the question of relative frequency
takes on a somewhat different cast. VCoS+Adj combinations that are incompatible with
how we view the space of properties as they apply to various objects should have very
low counts, occurring only through coercion. But when there are alternative ways to
express the acquisition of some property, as in the cases we have already looked at, the
frequencies may well reflect not only ways of talking about changes of state, but standard

i. become

MEANING: acquire property P

ii. get

MEANING: move to a particular position P in a semantic field that contains P.
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ways of thinking about them. This phenomenon has a distinctly aspectual character to it,
that is, a varying-point-of-view.

Before moving on, we also note that there are uses of these verbs that are not
entirely straightforward to categorize. For example, get may be used with adjectives that
refer to one’s behavior in action, such as get smart, get witty, get gentle. We might take
these cases to be adverbial, but there is also the sense that the individual behaving in this
way, e.g. gently, is doing so in virtue of having acquired the corresponding property, e.g.
becoming gentle. For present purposes we take these cases to be adverbial, with the CoS
interpretation being an implicture; one can get gentle without being gentle, and so on.

The verb get is also used as an active or passive with result predicates, as in get
married and get paid. These do not count as CoS in the sense that we are using it, since
the change of state is simply implicated by the event and is not part of the core meaning.

Consider now the verb fall. Fall appears to co-occur primarily if not entirely with
adjectives that refer to a change to a ‘marked’, i.e. non-default, state. We put quotes
around ‘marked’, because what constitutes ‘marked’ is subjective in the semantic
domain, since it depends on perception and beliefs. For example, fall silent (21a) refers to
the situation in which the sound goes out of an individual or group, presupposing that it is
‘normal’ or ‘unmarked’ no be making some noise. Fall dead (21b) presupposes that the
unmarked state is to be alive, fall asleep (21c) that it is unmarked to be conscious, fall
pregnant that it is unmarked not to be pregnant, and so on. In this case, ‘marked’ seems
to be something like ‘worthy of note’.

(21) a. The room fell silent. [i.e. absence of noise]
b. The elephant fell dead. [i.e. absence of life]
c. The child fell asleep. [i.e. absence of wakefulness]
d. The patient has fallen sick again. [i.e. absence of health]
e. The robe fell open. [i.e. absence of being tied]
f. He can't get his sheep to fall pregnant, so he goes and see a vet about it.

[absence of infertility?]

In summary, we have iii for fall.

Turn appears to have two unrelated uses. One, exemplified in (22), refers to a
change of state in which something moves to the negative end of a scale. So, for example,
turn bad refers to movement towards the ‘bad’ end of the Goodness scale, turn cold
refers to movement towards the ‘cold’ end of the Warmth scale, turn nasty to movement
towards the ‘nasty’ end of the Niceness scale, and so on.

iii. fall

MEANING: acquire a marked property P
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4. Meaning and distribution
As seen, there are six distinct CoS constructions in English, in addition to the

fully productive become+Adj, which is the direct realization of the conceptual structure
relation ACQUIRE(PROPERTY). The use of a given adjective with a given verb
imposes upon the adjective the interpretation associated with that particular verb in that
particular construction. This constructional meaning, crucially, is not a property of the
adjective, although the property denoted by an adjective may turn out to be incompatible
with a particular meaning for pragmatic or conventional reasons.

4.1. The corpus
We collected data on the pairings of verbs with adjectives by searching the Web

for all instances of V+Adj for all seven verbs and a large number of the most frequent
English adjectives. Briefly, the technique that we used was to determine the number of
pages (P) for a phrase, such as go postal, sample the 100 pages starting from page 50,
determine how many (V) of these are valid expressions, and then get an estimate of the
total number of hits (H) of the phrase using the formula

(31) H=V*P/100

This calculation allows us to estimate the relative frequency of the various phrases.
If the data coming back from a query would contain no noise (that is, no false

positives), the relative frequency of a phrase in the corpus would be just the number of
hits H. However, in actual practice there is considerable noise in the form of false
positives. We must therefore filter out the false positives to the extent possible.

False positives consist of strings that contain the search string, but not with the
desired syntactic structure. For example, grow red can be found in the string grow red
roses, and it not a valid hit. To filter out false positives, each hit was assigned a POS
annotation for each word, based on the BNC POS list. Then, each hit was tested against a
set of rules which marked as noise those hits that obviously contained false instances of
the target. For example, the adjective Adjn may immediately precede a noun (e.g. smarter
consumers). A hit containing the sequence become+Adjn+N is not a valid example of
become smarter, which is what we are looking for, and so it should be excluded from V.
These rules eliminate a number of valid hits, but successfully eliminate a significant
portion of the false hits. Comparative evaluation of the results with various rule sets
suggest that the elimination of a limited number of valid hits does not significantly affect
relative scores, although of course it does affect absolute scores.

4.2. The verbs are not synonymous
We have claimed that the seven CoS verbs are not entirely synonymous, and have

given some preliminary evidence regarding what the differences in meanings are. This
claim is supported by the distributional evidence. If they all meant ‘become’, and nothing
else, we would expect that the frequency distribution of each adjective with respect to
each verb would reflect the overall frequency distribution of the adjectives independent
of the adjectives. So, for example, if black occurs occurs twice as often overall as does
blue, then we would expect to find it occurring twice as often with respect to every verb.
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than ½ million. Cells are highlighted according to the percentages, with the highest being
most intensely tinted.

name all become get turn fall go come grow
involved 3412051 26.4% 73.5% 0.0% 0.0% 0.0% 0.0% 0.0%
disenchanted 2924101 99.7% 0.1% 0.0% 0.0% 0.0% 0.0% 0.2%
available 2754874 97.5% 0.1% 0.0% 0.0% 0.1% 2.2% 0.0%
known 1772587 98.6% 1.3% 0.0% 0.0% 0.0% 0.1% 0.0%
aware 1556341 98.9% 0.7% 0.0% 0.0% 0.0% 0.1% 0.3%
ready 1485757 3.3% 89.3% 0.0% 0.1% 0.1% 7.2% 0.0%
better 1357256 12.3% 76.6% 0.4% 0.4% 6.9% 0.5% 2.9%
clear 1246025 92.1% 4.2% 0.3% 0.1% 1.3% 1.7% 0.3%
apparent 1148869 99.8% 0.0% 0.0% 0.0% 0.0% 0.2% 0.0%
familiar 1036910 89.9% 9.3% 0.0% 0.0% 0.0% 0.1% 0.6%
older 1017870 3.8% 58.7% 0.1% 0.0% 0.1% 0.0% 37.4%
tired 992200 7.3% 72.1% 0.0% 0.0% 0.1% 0.0% 20.5%
worse 955249 18.5% 72.9% 0.4% 0.0% 0.8% 0.1% 7.3%
asleep 929076 0.0% 0.2% 0.0% 99.5% 0.3% 0.0% 0.0%
pregnant 868243 65.3% 31.9% 0.0% 2.7% 0.0% 0.0% 0.0%
interested 836586 75.8% 23.5% 0.0% 0.0% 0.0% 0.0% 0.5%
stuck 795693 9.7% 90.1% 0.0% 0.0% 0.1% 0.1% 0.0%
stranded 775511 3.2% 96.8% 0.0% 0.0% 0.0% 0.0% 0.0%
sick 774110 18.3% 71.6% 0.2% 7.6% 0.4% 0.1% 1.8%
effective 766505 99.7% 0.1% 0.0% 0.0% 0.1% 0.1% 0.0%
necessary 761043 99.7% 0.0% 0.2% 0.0% 0.0% 0.0% 0.0%
short 748291 2.5% 3.5% 0.2% 76.1% 3.2% 13.6% 1.0%
ill 671323 59.5% 7.7% 0.1% 31.0% 0.8% 0.2% 0.7%
due 635822 50.8% 3.7% 0.7% 17.1% 2.1% 19.1% 6.6%
accustomed 624832 61.1% 16.9% 0.0% 0.0% 0.0% 0.3% 21.7%
popular 620174 93.9% 4.9% 0.0% 0.0% 0.1% 0.0% 1.1%
true 618556 7.1% 0.3% 0.2% 0.0% 0.5% 91.7% 0.2%
lost 589522 30.1% 68.6% 0.3% 0.2% 0.8% 0.1% 0.0%
old 572731 8.1% 45.5% 0.6% 0.0% 0.2% 0.1% 45.5%
stronger 564771 39.6% 23.3% 0.1% 0.0% 1.2% 0.2% 35.6%
easier 500306 63.7% 29.3% 0.8% 0.1% 2.5% 3.2% 0.4%

Figure 4. Adjectives with more than 1/2 million hits.

The table shows that many of the adjectives that appear most often in CoS constructions
occur with more than one verb, and that the percentages vary, points that we explore in
more detail as we proceed. What we note here is that with the exception of go and come,
there are adjectives that appear predominantly or very often with one verb. For example,
we have the following phrases.

(34) get ready/better/tired/worse/stuck/stranded
fall asleep/short
come true
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grow old/older

In order to find robust expressions we have to look not only at percentages but at
raw numbers. A clue about where to look is given by get pregnant and fall ill, both of
which constitute about 31% of the cases for their respective adjectives. The H for get
pregnant in all verb forms is 276812, and that for fall ill is 208363. We define a robust
phrase as one for which H is greater than 100,000. For comparison purposes we also
define a more inclusive category of common for adjectives that appear more than 30,000
times in the data. The robust and common phrases in the data are given in Figure 5.5

Verb Robust Adjectives Common Adjectives
get6 accustomed angry annoyed better bigger

bored comfortable confused discouraged
drunk easier excited frustrated harder high
interested involved lost mad nervous old
older pregnant rich scared serious sick
smaller stronger stuck tired tough well wet
worse

active anxious big boring burnt busier
busy cheaper clean cold colder
complicated confusing crazy creative
curious dark darker depressed difficult
dirty dizzy entangled expensive
familiar fat fatter fit free full good
hard healthy heavier higher hotter
hungry ill impatient inspired
interesting irritated jealous larger late
lazy lonely long longer loose louder
messy overwhelmed personal popular
pretty restless rough shorter smart
smarter soaked sore stale stressed
thinner tight tighter tougher tricky
ugly warm warmer weaker wider wild
worried

turn green red black blue brown pale sour violent
white yellow

fall asleep due short ill dead flat free sick silent
go7 astray bad bankrupt crazy mad missing wild ballistic black blank bust cold dark

dead dormant dry flat free insane limp
numb quiet red silent smooth sour

come alive clean loose true available free undone
grow accustomed old older stronger tired older

weary
bigger bored cold deeper impatient
large longer louder rich smaller strong
weaker worse

Figure 5. Robust and common V+Adj phrases

5 In order to judge whether or not to include a given phrase, we determined using intuition whether it could
be paraphrased by become+Adj. While we could have used cooccurrence in the database with become as a
guide, we felt that intuition was as or more accurate and much more efficient.
6 We removed all true get passives, such as get hurt, and all get actions, such as get married. We left in
cases that are ambiguous, such as get overwhelmed and get soaked
7 We exclude adverbial cases such as go well and go public, exhortations such as go Blue, and
political assessments such as go green.




